
LINEAR REGRESSION IN R
U.S. Census Data



Logistic Regression is when we apply a dedicated non-linear 
function on top of the linear output of linear regression which 
turns the output from unbounded to bounded [0, 1]



Neural Network is a natural extension of linear regression. In 
fact, neural networks are the very complex “evolution” of linear 
regression designed to be able to model complex structures in 
the data.

Deep learning means more than 3 layers (Input Layer, 2 or more Hidden Layers, and Output Layer).



Example Business Question

What factors affect income 
level and by how much?



Why Linear Regression?

■ Linear regression is the go-to statistical modeling method.

■ Always try linear regression first, and only use more complicated models if they 
actually outperform it.

■ Explainable. Many of the more complicated models like neural networks are a black 
box even to the data scientist who used that model. 

■ When does linear regression become problematic?
– Very large # of variables
– Categorical variables with very large number of classes

Is most of our data numeric? Is 
the number of classes for our 

categorical variables low? 



Topics
■ Data

– Data Source
– Data Preparation

■ Exploratory Data Analysis
– Summary Statistics
– Data Visualization
– Data Processing

■ Equation (Model Architecture)
– Multiple Linear Regression

■ Estimation
– Y = B0*X0 + B1*X1 + B2*X2 + Error

■ Evaluation
– Performance metrics: R2, RMSE

■ Explanation
– Explain the results and impact of your results



DATA
A look at the data source and data preparation



Data Source - ETL

Before data is ready to be used for reporting or modeling, it undergoes an ETL process.

■ Extract: the process of reading data from multiple sources. The data collected from 
these sources are from different devices and networks. 

■ Transform: the process of making the data ready for loading, like formatted, 
validated, standardized, and quality checked. Typically done with SQL.

■ Load: the transfer from multiple sources to the data warehouse that we want. This 
could be a Teradata or Oracle data warehouse.

Do you have access to a 
centralized open data 

portal? 



Data Source - Variables 

■ PINCP: annual salary (output)

■ AGEP: age

■ SEX: gender

■ COW: class of worker aka type of 
employee

■ SCHL: school aka level of 
education

What is a variable that you want 
to analyze or predict? 

Probability of flooding? 
Probability of drought? 



Data Preparation - Filters

■ Add relevant filters
– We are only looking at people who are employed full time (40 hours a week), 

20-50 years old, and earn less than $250,000 per year.



Data Preparation – Factors

■ Clarify that certain enumerated variables are categorical variables by recoding into 
factors.



EXPLORATORY DATA 
ANALYSIS

Using summary statistics and visualization to figure out any trends, 
abnormalities, or areas for further exploration



EDA – Summary Statistics
■ Numeric variables (like Age)

– Mean, median, mode
– Quartile
– Standard deviation
– Linear correlation coefficient

■ Categorical variables (like Gender)
– Frequency

■ Text data (not used here)
– Term frequency
– Inverse document frequency
– Note: text data is used in natural language processing for linguistics when 

analyzing documents

What do the summary 
statistics tell you about our 

dataset?



EDA – Data Visualization

■ Numeric variable
– Box plot
– Histogram
– Correlation matrix
– Scatter matrix with 

loess curve fitting
■ Categorical variable

– Bar chart
– Waffle chart

■ Text data
– World map for text data

Do these results surprise 
you? How would you use box 

plots or histograms?



Does gender play a role in income level?

Male Female

Using Scatter Plots with Loess Curve Fitting



Data Processing – Why? 

■ Fixing incorrect data
– Record keeping issue like entering age as 200 or duplicating records
– Missing values

■ Meeting the needs of the model. Some models are:
– Sensitive to outliers
– Requires standardized variables
– Understands only numeric values
– Performs better with categorical variables



Data Processing – How? 
■ Missing Values

– Imputation: replace the missing record with your best guess (mean, median)
– Deletion: remove records or the entire variable 
– Dummy Variable: replace the missing record with 0. Then create another 

variable that flags if the variable is missing with 1 or 0.

■ Encoding: turn categorical variable into numeric values

■ Binning: turn numeric variables into categorical values

■ Standardizing
– Log scaling for data with long tail distribution
– Feature clipping to remove outliers
– Normalizing data using z-score
– Scaling variables to a limited range like [0, 1]



EQUATION AND 
ESTIMATION

Model Architecture



Selecting the Right Model
Three types of models: regression, classification, and 
clustering

■ Regression is predicting a numeric value (like 
income).

– Linear Regression, Neural Network

■ Classification is predicting a category (like spam or 
not spam).

– Logistic Regression, Linear Discriminant 
Analysis, K Nearest Neighbor, Decision Tree, 
Random Forest, Naïve Bayes, Support Vector 
Machine, Neural Network

■ Clustering is finding patterns within the data when 
those patterns are not previously defined (like 
customer segmentation)

– K-means clustering, Gaussian Mixture Model

Has your team utilized any 
of these algorithms? 

Which ones would you like 
to learn more about?



Multiple Linear Regression

■ General Formula: Y = B0*X0 + B1*X1 + 
B2*X2 + Error

■ Output Variable
– Y = log(income)

■ Explanatory Variables
– X1 = age
– X2 = gender
– X3 = type of employee
– X4 = education level



EVALUATION AND 
EXPLANATION

Are our predictions correct?



Evaluation and Explanation – Graphs 

Prediction vs Actual Residual Plot



Evaluation and Explanation - Residual Plot

■ Residual = Predicted – Actual 

■ We want residuals to be small. 
– In this case, residuals are not small. 

Whether or not this is acceptable 
depends on the situation.

■ We want residuals to be unbiased. 
– In this case, residuals are unbiased. 

This means that there is no 
systematic bias that will skew our 
conclusions. 



Evaluation and Explanation – Numbers 

■ R-squared is what fraction of the variation is explained by the model.
– R2 = 0.34
– This is relatively low. Whether or not this is acceptable depends on the 

situation. In this case, a low R-squared is acceptable, since we are looking for 
general trends. 

– A high R-squared is needed if we are predicting whether or not an email is 
spam. Or if a $10,000 credit card transaction is fraudulent or not.

■ RMSE aka Root Mean Square Error is the average distance between predicted and 
actual values.

– We want RMSE to be relatively small, and this can be achieved by increasing 
the number of explanatory variables.



Evaluation and Explanation – Coefficients 

Name of coefficient Coefficient 
estimate

Standard error 
in estimate

p-value:
Probability of such a 
large t-value forming 
by mere chance

*** Rule of thumb: 
trust the coefficient if 
p-value < 0.05



Evaluation and Explanation – Coefficients 

Name of coefficient Coefficient 
estimate

Standard error 
in estimate

p-value:
Probability of such a 
large t-value forming 
by mere chance

*** Rule of thumb: 
trust the coefficient if 
p-value < 0.05



Evaluation and Explanation - Coefficients

■ Coefficient of SCHLBachelor is 0.39. 

■ This means that the model believes that having a bachelor's degree tends to add 
0.39 units to the predicted log income relative to not having a high school school 
degree (which we set to be the reference level)

■ In other words, the income ratio between someone with a bachelor's degree and the 
equivalent person (same sex, age, and COW) without a high school degree is 
10^0.39, or 2.5 times higher.

■ So what’s the conclusion? Let’s say a person who never graduated high school 
earns $40,000 per year; if that same person decided to get a bachelor’s degree he 
would be earning close to $100,000.



Evaluation and Explanation – Coefficients 

Name of coefficient Coefficient 
estimate

Standard error 
in estimate

p-value:
Probability of such a 
large t-value forming 
by mere chance

*** Rule of thumb: 
trust the coefficient if 
p-value < 0.05



Evaluation and Explanation - Coefficients

■ Coefficient of COWPrivate not-for-profit employee is -0.13. 

■ This means that the income ratio between someone who works for a non-profit 
organization earns 74% as much as an employee of a private for-profit corporation 

■ So what’s the conclusion? Let’s say a person who works at a non-profit is earning 
$74,000 per year. If he worked for a for-profit company instead, he would be earning 
$100,000.



Evaluation and Explanation - Coefficients

Name of coefficient Coefficient 
estimate

Standard error 
in estimate

p-value:
Probability of such a 
large t-value forming 
by mere chance

*** Rule of thumb: 
trust the coefficient if 
p-value < 0.05



Evaluation and Explanation - Coefficients

■ Coefficient of AGEP is 0.012. 

■ This means that an increase in age of one year corresponds to an increase of 
income of 10^0.012, or an increase of 2.8%.

■ So what’s the conclusion? Let’s say a 30 year old person is earning $100,000 per 
year. If he was one year older, he would be earning $102,800.



Evaluation and Explanation - Coefficients

Name of coefficient Coefficient 
estimate

Standard error 
in estimate

p-value:
Probability of such a 
large t-value forming 
by mere chance

*** Rule of thumb: 
trust the coefficient if 
p-value < 0.05



Evaluation and 
Explanation - Coefficients

■ Coefficient of SEXF is -0.093. 

■ This means that our model penalizes 10^-0.093 = -19% for being female.

■ So what’s the conclusion? A 30 year old man with a bachelor’s degree working for a 
private corporation earns $100,000. In contrast, a 30 year old woman with a 
bachelor’s degree working for a private corporation would be expected to ear 
$81,000.

■ This seems to support our observations earlier during the data visualization phase. 
But note that this model did not account for many other variables that could result in 
this disparity between income for the two genders. For example, we neglected to 
look at # of years in the workforce and # of years of experience. 

Male Female



Summary
■ Did we answer our business question?

– Yes, we created a model using Multiple Linear Regression. Then we explained 
the effects of explanatory variables like age, gender, and level of education on 
income.

■ We went through all the stages of building a model: exploratory data analysis and 
the four steps of model building.


